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Abstract

Bayesian neural network predictions are commonly approximated using a fixed
number of Monte Carlo samples per input, without controlling the resulting error
that comes from this finite sample. We propose the use of confidence sequences
to dynamically determine how many samples are needed while maintaining statis-
tical guarantees. We consider several ways in which predictive probabilities are
used, including identifying the most likely class, approximating the full predictive
distribution, and resolving probability-threshold decisions. Sampling stops once
the corresponding decision can be made with the desired guarantee. Experiments
show that the method allocates the computational budget efficiently, assigning
more samples to ambiguous inputs than to easy inputs while preserving reliable
decisions and reducing overall latency relative to a fixed Monte Carlo budget.

1 Introduction

Bayesian neural networks (BNNs) provide a principled framework for representing predictive un-
certainty, which is particularly valuable in high-stakes applications. They typically approximate
the posterior predictive distribution p(y* | x*,X1.,,y1.n) by averaging predictions over posterior
parameter samples Eg.q, [p(y* | x*,0)] [3, 11, 6, 4, 9]. In practice, this average is usually estimated
using the same fixed number of stochastic forward passes for every input. Although simple, this
ad hoc choice provides no guarantee that the Monte Carlo estimate is sufficiently accurate for the
prediction. It may also waste computation on easy inputs while using too few samples for difficult
ones.

We instead ask an input- and task-specific question:
When have enough posterior samples been drawn to make the required decision?

The answer depends on how the prediction will be used. If only the most likely label is needed, it
suffices to separate the leading class from its competitors. If the full probability vector is required,
every coordinate must be estimated accurately enough. Meanwhile, for threshold-based decisions,
it is enough to determine whether any class probability exceeds a specified level ¢q. Adapting the
number of samples to these objectives would allow the method to concentrate computation on the
inputs that need it most.

To make these adaptive decisions in a principled manner, we need uncertainty bounds that remain
statistically valid as posterior samples accumulate. We therefore use the multivariate confidence
sequence (CS) of Denoodt et al. [5] to track the predicted probability vector and stop once the required
decision is certified. Unlike repeatedly checking an ordinary confidence interval, CSs remain valid
under repeated inspection and data-dependent stopping [8]. This also distinguishes our approach
from the approach of Bethell et al. [1], which stops when changes in the estimated variance remain
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below a preset threshold and provides neither statistical guarantees nor an indication of how accurate
the final prediction is.

Overall, we (i) formulate anytime-valid stopping rules for various prediction use cases that control
the Monte Carlo estimation error under repeated inspection and adaptive stopping, and (ii) show
empirically that adaptive sampling uses fewer posterior draws for easy inputs while preserving
reliable decisions, reducing overall inference time.

2 Anytime-valid adaptive prediction

Preliminaries. Fix an input x and a classification problem with C' classes, indexed by ¢ € [C] :=
{1,...,C}. ABNN represents uncertainty about its parameters through an approximate posterior
gx(0). Drawing 6 ~ ¢, and evaluating the network gives a class-probability vector fg(x), and
averaging these vectors gives the posterior predictive class probabilities

= Eoq, [fo(x)] € AT, (1)

where A“~! = {m € [0,1]¢ : Zle m. = 1} is the probability simplex. Each independent draw
0, ~ q) leads to a prediction y; = fg,(x), and after ¢ draws, the usual Monte Carlo estimate of g is

~ ——
py =t dim1 Yie

A CS for p is a sequence of data-dependent sets (C;);>1, where C; = Cy(y1, - .., y:) is constructed
from the first ¢ predictions, such that
PVt>1: peC)>1—a, 2)

for a prescribed error level « [12]. Equation (2) immediately implies that, for any stopping time 7
determined from the observed samples y1,...,y,, P(u € C;) > 1 — a.

Stopping rules for various prediction tasks. Suppose that the CS supplies coordinate-wise bounds

[Lt.c, Us o] satisfying C; C H§:1 [Lt.c, Uz ). We propose three task-specific stopping rules based on
these bounds: one for selecting a class, one for approximating the full predictive distribution, and one
for making a threshold decision. Proofs of all three guarantees are deferred to Appendix A.

Class selection. If we want to return a single class while ensuring that it has the largest posterior
predictive probability, let ¢; = arg max.c|¢ it,c denote the current Monte Carlo prediction and let
c* = argmax.¢|c] e denote the leading class of . We stop once the lower bound of ¢; exceeds
every competing upper bound:

Tels := min{t : Ly, > max U, .}. 3)
CcHACy

If the condition is not met after a predefined T}, samples, set 7.5 := oo and abstain from prediction.
Lemma 1. With probability at least 1 — o, whenever T3 < 00, the returned class is the leading
class: ¢, = c*.
Predictive-distribution accuracy. To approximate the complete predictive vector, the coordinate-wise
error can be controlled instead. One can define

Ty = chaX maX{Ut,c - //fzt,ca ,at,c - Lt,c}a 4
such that stopping at

Taist = min{t : ry < e} %)

Measuring the distance from fi; . to both Uy . and L; . in Eq. (4), rather than using the interval width,
also accounts for potentially asymmetric confidence intervals.

Lemma 2. With probability at least 1 — «, whenever Tqist < 00, the returned estimate satisfies
By, =l < e

Threshold decision. To determine whether any class has a mean probability of at least ¢ € [0,1] , we
can stop either when some lower bound reaches ¢, indicating that the threshold is reached, or when
all upper bounds fall below g, establishing that it is not:

T, := min{t : max L, . > q or max U, . < ¢}. 6)
C C

Lemma 3. With probability at least 1 — o, whenever T, < 00, the rule correctly determines whether
maxe fbe 2> G-



A simple but powerful multivariate CS. The stopping rules above can be applied with any
multivariate CS that provides coordinate-wise bounds. In our experiments, we use the bounding-box
CS of Denoodt et al. [5] because its regions are efficient to compute while producing empirically
tight intervals that adapt to the variance of the observations.

At time ¢, its region is

CP = {m € [0,1]° | me € [Lye,Urel, ¢=1,...,C}, @)
where ,
[Lt,cv Ut,c] = {mc € [07 1] | ktc(m(') < C(O‘71 - Z wc/kiyt)}' ®)
c'#c
Here, k{(m.) denotes the scalar hedged-capital function of Waudby-Smith and Ramdas [13], eval-
uated at the candidate mean m, using observations yi ¢, ..., Y, and kf’t = mingeg(o,1] kf(u).

Because kf is quasiconvex, its minimum and the interval endpoints can be computed with the
conservative bisection procedure of Denoodt et al. [5].

We make two additional tightenings that are specific to our setting. First, we intersect the boxes over
time, resulting in the endpoints

Lic:= max Lg,, Ui := min U, . )
’ 1<s<t ' 1<s<t
Second, since pr € A®~!, we can use the probability-simplex constraint to further tighten each
coordinate interval:

Lyc:=maxLic, 1— Z Uierw Upe =minUp., 1— Z L. (10)
c'#c c'#c
These updates exploit both past regions and the simplex constraint while preserving coverage
guarantees.

3 Experiments

We focus the evaluation on the class selection stopping rule, which corresponds to reporting the most
likely class. We evaluate it in simulation and on CIFAR-100 with o = .05. If the rule has not stopped
by Tinax, We return ¢ as unresolved, without a statistical guarantee.

Simulated three-class problem. For each of 500 three-class inputs, we model stochastic pre-
dictions as y; | (u, k) ~ Dirichlet(ku). For 65% of the inputs, we use an “easy” setup with
p = (.75,.25r,.25(1 — r)), where r ~ Beta(1,1) and £ ~ Unif[80,300]. The remaining 35%
simulate ambiguous predictions with g = (.46, .44,.10) and x ~ Unif[30, 120]. The true class ¢* is
therefore quickly separated for easy inputs, whereas ambiguous inputs may require more samples to
detect it. We set 1T1,. = 400.

Figure 1 illustrates the contrast between an easy input and 100 X
anear tie. Across the simulation, the adaptive rule recovers
¢* on every input, while roughly one fifth reach the cap
unresolved. Figure 2 shows that the adaptive rule spends |

c*)

¢

the compute budget more wisely than a fixed budget per E 094

e X
CIFAR-100. We evaluate the rule on CIFAR-100 [10] 100 200 300 400
using a public ResNet-18 [7] checkpoint with 79.26% test Posterior samples per input

accuracy [2]. With 1aplace-torch [3], we fit a diagonal
generalized Gauss-Newton Laplace approximation over Figure 2: Sample efficiency on simu-
all network parameters: lated predictions. Adaptive stopping re-

. 5. -1 quires fewer samples per input to match
a(8) = N (8, (diag(Gaan) + AN ') . (D) aeeuracy,

We compute curvature from the 50,000 training images and select prior precision A = 3 x 10° by
predictive NLL on a disjoint 1,000-image calibration set. Each posterior sample requires a full-
network forward pass. Since the exact predictive mean w in Eq. (1) is unavailable, an independent
1,000-sample Bayesian model average (BMA) defines the reference class c™f. We evaluate 1,000 test
images with Ti,,x = 200.
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Figure 1: Example of the class selection rule. (a) Tru

Posterior samples

e means and samples for an easy and an

ambiguous input. (b) The CS detects the easy input’s leading class at £ = 13. (c) The ambiguous

input remains unresolved at Ty, = 400.

We inspect the stopping rule only at t € {16, 24, 36, 54,
81, 122,183,200}, although every draw updates the CS.
This reduces the computational overhead of constructing
CPPox, which is otherwise costly relative to a single for-
ward pass.

Figure 3 shows 99.8% agreement with the reference using
48.6 samples on average. The rule stops for 89.9% of in-
puts, and every resolved prediction agrees with the BMA.
The vertical lines mark the Q1, Q2, and Q3 quartiles at
16, 24, and 183 samples, respectively, indicating that the
majority of inputs require only a small number of sam-
ples. The smallest fixed budget reaching the same 99.8%
agreement is 7" = 136 samples per input.

Does sample efficiency translate into time efficiency?
We benchmark mean latency of making predictions on
an NVIDIA A100, including posterior sampling, forward
passes, and CS computation. Table 1 shows that adaptive
inference averages 0.253s per input, including 0.055s of
CS overhead. It is nevertheless 3.21x faster than 200
posterior samples and 2.24 x faster than the performance-
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Figure 3: Sample efficiency on CIFAR-

100. Agreement with the reference BMA

(top) and the allocated-sample distribu-

tion with Q1-Q3 quartiles (bottom).

matched 7% = 136. Fixed 30 is faster but reaches only 98.4% agreement.

4 Conclusion

We introduce an anytime-valid approach for dynamically determining the number of Monte Carlo
samples needed for each input in Bayesian neural network inference. Using confidence sequences,

sampling stops once the prediction can be made with a

statistical guarantee. This saves samples

on easy inputs while using more computation for ambiguous ones, reducing overall inference time

without sacrificing reliable decisions.

Table 1: Mean latency per CIFAR-100 input, measured over 1,000 inputs. Adaptive sampling uses
T = 48.6 posterior samples on average and achieves the same 99.8% agreement as the smallest
matching fixed Monte Carlo budget, 7* = 136, while being 2.24 x faster.

Method Inference (s) CS overhead (s) Total (s) Adaptive vs. row Pr(é = cr‘Sf)
Fixed 30 0.125 0 0.125 2.03x slower 98.4%
Fixed 200 0.813 0 0.813 3.21x faster 99.8%
Fixed T* =136 0.566 0 0.566 2.24 x faster 99.8%
Adaptive (1" = 48.6) 0.198 0.055 0.253 - 99.8%
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A Proofs of the stopping-rule guarantees
Proof of Lemma 1.
Proof. Denote ¢ = ¢;,,_. Then, on the simultaneous coverage event in Eq. (2), for every ¢ # ¢, the

stopping condition gives
He Z LTcls7/C\ > UTCIS7C Z e

Thus ¢; is the leading class. The coverage event has probability at least 1 — cv. O
Proof of Lemma 2.

Proof. On the simultaneous coverage event, (. € [Ly ¢, Uy o] for every ¢ and c. Hence |fiy,. — pic| <
max{Us . — Ltc, fht,c — Li,c} < 1. Att = Tgiq, this is at most e for every coordinate.

Proof of Lemma 3.
Proof. On the simultaneous coverage event, max. L; . > ¢ implies that i, > ¢ for at least one

class, whereas max. U, . < g implies that yi. < g for every class. Thus either stopping condition
guarantees the corresponding decision. O
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